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AI and the Law, Part 6: Isn't the Vendor Responsible?
In the last of his 6-part series “AI and the Law,” David Partida examines how liability caps, warranty disclaimers and contractual

gaps may shape disputes over AI system failures, urging organizations to negotiate stronger protections before litigation

arises.
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Some of the most expensive words in commercial litigation are: we assumed the vendor was

responsible for that.

They appear in deposition testimony. They appear in emails produced during discovery. They

appear in conversations among executives who made perfectly reasonable business decisions

based on contracts that received commercial review, but not the legal scrutiny the risks ultimately

required. The systems performed well—until they didn't.

Those assumptions are embedded in AI vendor agreements across virtually every industry. They

appear in limitation-of-liability provisions that cap recovery at the fees paid under the contract,

warranty disclaimers that disclaim responsibility for model outputs, and the conspicuous absence

of provisions addressing performance drift, ownership of fine-tuned models, ongoing monitoring

obligations, or force majeure.

Most of these agreements were drafted by vendors whose lawyers understood exactly which risks

they were allocating. Many customers accepted them through procurement processes that were

never designed to identify what had been left out.

The first significant wave of AI contract litigation will test those provisions. Although the cases

themselves are still developing, decades of judicial decisions interpreting similar provisions in

software and technology contracts provide a useful preview.

Liability Caps: What Analogous Cases Suggest

New York courts have generally enforced contractual limitations of liability in software and

technology services agreements, but not without meaningful exceptions. Gross negligence and

willful misconduct carve-outs, in particular, have received broad treatment where the underlying

conduct was knowing or sufficiently egregious.
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A vendor that understood its model suffered from significant accuracy problems in specific

applications, disclosed those limitations inadequately, and continued marketing the system for

those same applications occupies a materially different position than a vendor confronted with an

unforeseen failure.

The data breach cases illustrate the point. Vendors whose security practices failed to match their

contractual representations have faced liability despite otherwise enforceable liability caps, and

New York courts have been receptive to arguments that knowing misconduct falls within gross

negligence exceptions.

AI disputes are likely to follow the same pattern. Discovery will focus heavily on what the vendor

knew about the model's limitations, when it knew it, and what it communicated—or failed to

communicate—to customers.

The more significant issue, however, is often the disconnect between the contractual cap and the

actual loss. A model failure that disrupts critical operations, affects thousands of customers, or

triggers a large-scale compliance failure may produce damages that bear little resemblance to the

fees paid under the agreement.

Whether particular claims—fraud, statutory violations, gross negligence, or others—survive a

contractual limitation of liability is a question that should be analyzed during contract

negotiations, not after litigation begins.

Warranty Disclaimers and Fitness for Purpose

Nearly every AI vendor disclaims warranties. That is hardly unusual.

Under Article 2 of the Uniform Commercial Code, however, which may apply to software

transactions in many circumstances under New York law, implied warranties of merchantability

and fitness for a particular purpose can survive express disclaimers if those disclaimers are not

sufficiently conspicuous or if the parties' course of dealing reflects a different understanding.

The practical implications are straightforward. When a vendor actively markets an AI system for

high-stakes applications—underwriting, regulatory compliance, medical triage, legal research, or

similar uses—and the system fails precisely in those applications, courts may be less willing to

accept broad warranty disclaimers at face value.

The legal tools for challenging blanket disclaimers in sophisticated commercial relationships

already exist and have been applied successfully in analogous technology disputes.

Performance Drift: The Contractual Gap



An AI model that performs well at deployment may perform very differently eighteen months later

as market conditions, user behavior, or underlying data evolve beyond the environment on which

the model was trained.

Yet many AI vendor agreements say remarkably little about continuing performance obligations.

They rarely address retraining schedules, minimum performance benchmarks, ongoing validation,

or a vendor’s obligation to notify customers when a deployed model has materially drifted from

previously validated performance levels.

Without those contractual commitments, vendors may have no clear duty to disclose deteriorating

performance, and customers may have little contractual recourse when they discover a model has

quietly become less reliable over time.

The solution is neither novel nor particularly complicated. Software maintenance agreements have

long addressed ongoing support, updates, and performance obligations. AI contracts should do

the same by establishing measurable performance standards, disclosure obligations, and

remediation rights before disputes arise. The market has simply been slower to incorporate those

protections than the technology has been to create the need for them.

Force Majeure and AI Failure

Whether a significant AI system failure qualifies as a force majeure event remains an open

question.

If an AI platform supporting clearing operations, logistics, healthcare infrastructure,

communications systems, or other critical services fails and causes widespread operational

disruption, existing force majeure clauses may provide surprisingly little guidance. Traditional

provisions typically address natural disasters, governmental action, labor disputes, or other

specifically enumerated events. AI failures fit none of those categories.

New York courts generally interpret force majeure clauses narrowly. The event must ordinarily be

both outside the parties' control and sufficiently unforeseeable. An AI failure resulting from known

model limitations, inadequate monitoring, or vendor negligence may satisfy neither requirement,

leaving the affected party exposed not only to its own losses but also to claims brought by

counterparties whose contractual expectations went unmet.

The Contract Cuts Both Ways

The same agreement that inadequately protects a deploying organization may also preserve

claims the organization does not realize it has.



Warranty claims. Gross negligence exceptions. Misrepresentations made during the sales process

that arguably became part of the bargain. Statutory causes of action that contractual limitations

cannot eliminate. Similar questions will arise under the terms of service accepted every day by

businesses and consumers using AI-powered platforms—agreements drafted entirely by the

platform provider, accepted without negotiation, and still largely untested in court.

The gap between the losses an organization suffers and the recovery its contract appears to

permit is often where experienced litigation counsel creates the greatest value. Sometimes that

means negotiating stronger provisions before problems arise. Other times it means recognizing

claims that survive contractual limitations despite language suggesting otherwise.

The best time to identify those issues is before the agreement is signed. The second-best time is

before the dispute becomes a lawsuit.

David J. Partida is a litigator at Wilk Auslander where his practice includes complex commercial

litigation and emerging technology disputes. dpartida@wilkauslander.com
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