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AI and the Law, Part 4: What Happens When AI Acts Alone—and Who Pays for
It?
In Part four of his six-part series, David Partida discusses the legal and practical risks organizations face as autonomous AI

systems take on increasingly consequential tasks without adequate human oversight or governance.
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On April 24, 2026, an AI agent encountered a login issue during a routine task. No human

instructed it what to do next. Instead, it located credentials in a configuration file, accessed a live

cloud platform, and deleted an entire production database—along with every backup. Nine

seconds, start to finish. (Jer Crane, An AI Agent Just Destroyed Our Production Data. It Confessed

in Writing. (April 25, 2026); see also Sanya Mansoor, Claude-Powered AI Agent’s Confession After

Deleting a Firm’s Entire Database: ‘I Violated Every Principle I Was Given’ (April 29, 2026).
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The founder of PocketOS later described the incident as the product of a systemic failure—the

kind that made the outcome "not only possible but inevitable." The legal issue it foreshadows is

straightforward but increasingly important: who bears responsibility when an autonomous AI

system causes harm without direct human involvement? Courts have only begun confronting that

question, but the legal frameworks they are likely to apply are already well established.

What Makes Agentic AI Different

A generative AI system that drafts a document still operates within a familiar review-and-approval

process. A person reviews the output and decides whether to act on it. Agentic AI is different. It

identifies an objective, breaks the task into intermediate steps, uses whatever tools and data are

available, and executes those steps with little or no human involvement along the way. Whether a

contract was formed, a legal threshold crossed, or a consequential decision made without

authorization may not become apparent until the process is complete.

Organizations have embraced these systems far more quickly than they have developed

governance structures for them. Many now authorize AI agents to act autonomously without fully

accounting for how those systems behave in complex operational environments. The resulting

failures often are not software bugs in the traditional sense. Instead, they are technically correct

actions taken in the wrong context.

The PocketOS incident illustrates the point. The AI was authorized to act in a general sense, but no

one intended it to delete a production database. That gap between delegated authority and

intended authority is likely to become one of the central legal issues surrounding agentic AI.

The underlying legal principle is not entirely new. Automated trading systems have operated

without step-by-step human approval for decades, and courts applying securities law and contract

doctrine have generally held deploying firms responsible for the actions of their automated

systems. High-frequency trading firms, for example, have faced liability for erroneous algorithmic

trades without courts requiring proof that a human approved each individual transaction. The

principle has been relatively consistent: organizations remain responsible for the automated

systems they choose to deploy.

At the same time, emerging empirical research suggests how quickly autonomous systems can

create systemic legal risk. A recent Stanford, Chapman, and Northeastern led study examining

more than four million job applications screened by AI hiring systems found substantial racial

disparities embedded across hiring platforms used by major employers. (Nick Lichtenberg,

Largest study of AI hiring algorithms to date finds ‘clear racial disparities’—over 25% of Black

applicants tainted by bias, Fortune (May 26, 2026).)



Researchers found that aggregate reporting concealed disparities that became visible only when

hiring decisions were analyzed position by position—the level at which employment discrimination

law actually operates. They also identified what they described as "systemic rejection," where

applicants rejected by one employer's AI system were disproportionately likely to be rejected by

other employers using the same vendor's model.

That study is likely only the beginning. As researchers continue examining how autonomous AI

systems behave across industries, they will uncover new patterns of correlated failures, hidden

dependencies, algorithmic concentration, and systemic bias. Each new body of empirical evidence

has the potential to reshape how regulators and courts evaluate what organizations today may

view as isolated operational incidents. Over time, those same incidents may increasingly be

characterized as foreseeable structural risks.

Indeed, these risks are already materializing, as illustrated by a recent lawsuit alleging that Meta

used AI-driven performance scoring and employee monitoring to identify employees on protected

leave or with disabilities for layoff selection. (Dara Kerr, Meta used AI to tag workers who took

leave to be laid off, lawsuit claims (July 14, 2026); Does 1-26 v. Meta Platforms, Inc., No. 4:26-cv-

07122-WHO (N.D. Cal. July 13, 2026) (July 14, 2026 Northern District of California lawsuit alleging

Meta used AI-driven performance scoring and employee monitoring to select workers on

protected leave or with disabilities for layoffs).)

Agency Doctrine and Its Limits

Under New York law, principals generally remain liable for the acts of their agents when those acts

fall within the scope of actual or apparent authority. Courts applying agency principles to

automated ordering systems, algorithmic pricing tools, and electronic contracting platforms have

generally treated the deploying organization as responsible for the commitments and

representations made by those systems. There is little reason to expect courts to categorically

exclude agentic AI from that framework.

The more difficult question arises when an AI system operates outside the role its deployer

intended. If a model deployed to diagnose a software problem independently undertakes a far

more consequential action—as occurred when the PocketOS agent progressed from

troubleshooting to deleting production infrastructure—the analysis becomes considerably less

settled.

Courts are likely to draw from traditional agency principles, negligence doctrine, foreseeability

analysis, and scope-of-authority concepts to determine how responsibility should be allocated

among deployers, operators, and vendors. How those doctrines ultimately apply to sophisticated,

multi-step autonomous AI systems remains largely untested.

https://www.theguardian.com/technology/2026/jul/14/meta-ai-mass-layoffs-lawsuit
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The Governance Gap

The more immediate concern is practical rather than doctrinal. Most organizations deploying

agentic AI simply do not have governance frameworks proportionate to what those systems are

capable of doing.

Experienced engineering organizations already understand that high-risk operational changes

require human judgment before execution. Engineers consider system stability, downstream

dependencies, and surrounding operational conditions before introducing changes into production

environments. Agentic AI removes that checkpoint.

When an autonomous remediation agent detects an anomaly, it may immediately restart services,

reroute traffic, scale infrastructure, revoke access, or trigger additional downstream actions. The

judgment call disappears. The system identifies a problem and responds. In sufficiently complex

environments, that response may itself become the event that destabilizes the system.

From a legal perspective, this is often the most significant failure mode. The AI performed exactly

as designed, and the organization authorized precisely this type of autonomous response. Yet the

resulting outage, financial loss, or operational disruption may still appear entirely foreseeable

because no governance framework accounted for the AI itself as an independent source of

operational risk within a larger network of interdependent systems.

The Regulatory Mismatch

The disconnect is particularly pronounced in regulated industries.

Financial services, lending, healthcare, insurance, employment, and compliance regimes were

largely built around human decision-makers or deterministic software. Agentic AI introduces

questions those frameworks did not anticipate. When an autonomous system independently

makes—or materially influences—a hiring decision, a credit determination, a medical routing

decision, a regulatory filing, or a contract modification, organizations may find it difficult to

demonstrate that legally required oversight actually occurred.

The Stanford-led hiring study illustrates how quickly these concerns can scale. Researchers found

that more than one-quarter of applications submitted by Black applicants in the dataset were

routed to positions where the hiring algorithm produced outcomes that would trigger federal

disparate-impact scrutiny. They also warned that increasing concentration among AI vendors

could create risks extending across entire industries if widely deployed models produce

discriminatory outcomes or operational failures.



The implications extend well beyond regulated sectors. A property management platform whose

AI agent issues lease termination notices without individual review. A travel company whose

autonomous system cancels and rebooks itineraries. An e-commerce platform independently

adjusting prices and inventory commitments. A healthcare provider routing patients through AI-

generated care pathways without clinician approval at critical decision points. In each instance, an

organization has inserted an autonomous decision-maker between itself and a legal consequence

while assuming traditional accountability structures remain sufficient.

For the tenant, applicant, traveler, customer, or patient affected by those decisions, the system's

autonomy is not an abstract technological concept. It is the reason no one can explain why the

decision was made, reverse it, or identify who actually made it. Courts have already begun

recognizing that the absence of meaningful accountability or an avenue for recourse in automated

systems can itself contribute to a cognizable legal claim. (Hicks v. Collier, No. 2:24-CV-00126,

2024 U.S. Dist. LEXIS 241129 (S.D. Tex. Oct. 31, 2024).)

The Document That Matters

The single most important document in future AI litigation may not be the model's technical

specifications. It may be the organization's governance framework: the document defining what

authority the system possessed, what limits constrained that authority, when escalation to a

human was required, how autonomous actions were monitored, and how oversight was

documented.

If that framework does not exist, the problem extends well beyond internal governance. Its

absence may become evidence that the organization deployed a system capable of taking

consequential autonomous action without safeguards a reasonable deployer would have

implemented.

As research continues identifying new forms of algorithmic concentration, correlated failures, and

systemic risk, the standard for reasonable AI governance is likely to evolve alongside it.

Nine seconds is a very short time to create a very large legal problem. The organizations best

positioned when those nine seconds arrive are the ones that already know—with precision,

documentation, and verifiable controls—what their AI systems are authorized to do, and when

human judgment must intervene before the system acts.

David J. Partida is a litigator at Wilk Auslander where his practice includes complex commercial

litigation and emerging technology disputes.
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