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Al and the Law, Part 1: When Al Makes the Decision, Companies Are to Blame

In Part 1 of his 6-Part series “Al and the Law,” David Partida discusses how courts and regulators are beginning to hold the
companies that build and deploy Al systems—not the Al itself—responsible for automated decisions that cause harm, making
governance, oversight and accountability essential.
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When the deployer cannot answer who made the decision, that inability is not merely a governance failure. It is the beginning

of a case. (Credit: InfiniteFlow/Adobe Stock)

It does not begin with a subpoena. It begins with a meeting.

Someone walks into a general counsel’s office and explains there is a problem with the Al system.
A pattern of decisions. A flagged transaction. A sequence of automated actions nobody
individually authorized. The conversation that follows is almost always the same. Someone asks:
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Who made this decision? And the answer, delivered with technical confidence and legal naivety, is:
the model did.

That answer is not going to hold up and courts are beginning to say so.
What the Early Cases Are Showing

Federal courts have begun to assess claims that arise when Al systems make consequential
decisions about people.

For example, a federal judge in the Northern District of California allowed discrimination claims to
proceed against a developer of an Al hiring screening tool, holding that the entity whose system
makes decisions affecting applicants can face liability for how the system was designed and what
it was trained on, treating the Al system much as courts have treated other tools and products
whose negligent design causes foreseeable harm.

In a separate case, a federal judge in the Middle District of Florida declined to accept the argument
that a consumer-facing Al chatbot was effectively a “separate legal entity” responsible for its own
outputs. Product liability and negligence claims against the deploying company were allowed to
proceed on the theory that the company, not the Al, bore responsibility for what its system did.

And a federal judge in the Southern District of Texas preserved civil rights claims arising from an
algorithmic system that classified a prisoner’s housing assignment based on Al-generated scores,
finding that careless or unmonitored use of an algorithm that misclassifies individuals can
support actionable claims against the deploying institution.

The Federal Trade Commission (FTC), assessing an Al-powered facial recognition system
deployed across hundreds of retail locations, found that deploying an automated system without
adequate testing, training, or bias assessment was itself an unfair practice, effectively treating the
absence of reasonable governance as the actionable wrong.

The signal across these cases is consistent: courts and regulators have shown little appetite for
the argument that the Al program or platform, rather than the entity that built and deployed it,
bears responsibility for what it does. Someone built the model. Someone deployed it. Someone
approved its use for this purpose. Someone was responsible for the governance structure (or the
absence of one) that allowed it to act without human review at each step. And when problems
arise, the deployers and builders of the Al will be held accountable.

The Law Was Built for Human Actors But Adapted to Al

Contract law requires offer and acceptance by legal persons. Tort law requires a duty owed by an
identifiable defendant. Agency law requires a principal who confers authority and an agent



capable of receiving it.

None of these frameworks were designed for autonomous, intelligent systems that act without
individual human instruction at each step. Courts are not waiting for new doctrine; they are
applying what exists. And current law consistently places accountability on the entity that
deployed the system, approved its use, and benefited from it.

The attribution question arises at every scale: A regional insurer using an Al underwriting tool. A
property management company with an Al-powered application screening system. A platform
routing customers through automated decisions without meaningful recourse. A financial
institution whose model makes credit decisions at scale. In each case, when the system acts and
something goes wrong, the entity that put the Al between itself and the people it serves is where
the analysis begins.

Sophistication Is Not a Defense

Courts applying negligence doctrine in technology contexts have consistently held sophisticated
deployers to standards commensurate with their resources and expertise. Organizations with legal
departments, technology teams, and the resources to conduct due diligence face higher
expectations than unsophisticated users.

In the data breach context, companies with access to industry security standards were expected
to meet them. The same logic will apply to Al deployers and courts will likely be unsympathetic to
the argument that a well-resourced organization didn’t understand the risks of a system it chose
and was paid to deploy.

Viewed from the other direction, the same attribution gap that creates exposure for the deployer
defines the contours of the claim for the person harmed. The applicant whose denial came from a
system with no identifilable human accountable for its outputs.

The customer whose account was closed by an automated process that provided no meaningful
recourse. When the deployer cannot answer who made the decision, that inability is not merely a
governance failure. It is the beginning of a case, which will in large part be driven by the new and
novel theories that plaintiffs’ lawyers use to tackle these challenges.

The Corporate Document That Matters Most

It will not be a model card or a technical specification. It will be an email, or the conspicuous
absence of one. The record of who was asked whether anyone had reviewed the governance
structure for this Al system and what they said. In the data breach cases, the critical question was
rarely whether the breach occurred.



It was whether anyone had asked, before it occurred, whether the systems were adequate and
what they did when the answer came back uncertain. Al attribution disputes will run the same
inquiry and the answers will be found in the same places.

Entities that have built clear governance frameworks—documented accountability, defined human
oversight, auditable records of how the Al reached its outputs—will be able to answer the
attribution question on their own terms. Those that cannot will find it answered for them.

The meeting is already scheduled somewhere. Someone is going to walk into a room and explain
that a decision was made by an Al system, at scale, without individual human review, and that
decision caused harm. And the answer to the next critical question—was the deployment process
reasonable?—was already determined well before that meeting and found within the decisions
made when the system was built, approved, and deployed.

David J. Partida is a litigator at Wilk Auslander where his practice includes complex commercial
litigation and emerging technology disputes. This article is for informational purposes and does
not constitute legal advice.
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