
Expert Opinion Artificial Intelligence

AI and The Law, Part 5: Who’s Liable When AI Gets It Wrong?
In Part five of his six-part series, David Partida looks at what happens when AI gets facts wrong—and why companies may still

be on the hook for using or publishing those mistakes.
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A document is distributed. A statement is published. A recommendation is generated and sent to

a customer. In each instance, a generative AI system played a role in producing the content—

drafting it, synthesizing information, populating templates, or otherwise contributing to the final

product. A human reviewed the output, although perhaps not with the level of scrutiny the

circumstances ultimately required.

When the statement later proves false, one question quickly follows: who made it?

Existing legal doctrine provides considerably more guidance than AI's novelty might suggest, and

much of that guidance is unlikely to comfort organizations that have incorporated generative AI

into their content workflows without carefully considering where legal responsibility ultimately

rests.

The Hallucination Problem Meets Existing Liability Doctrine

Generative AI systems are capable of producing confident, fluent, and entirely incorrect

statements. That is not a software defect awaiting a future fix. It is an inherent characteristic of

systems designed to generate statistically probable text rather than independently verified facts.

When those outputs find their way into documents carrying legal significance—investment

research, product disclosures, professional recommendations, regulatory filings, client

communications, published books, or other public-facing materials—existing liability frameworks

apply without requiring entirely new AI-specific doctrines.

The most obvious examples are also the easiest. If an AI-generated statement appears in a

securities filing, an investor presentation, or an advertising campaign and later proves materially

false, established fraud and misrepresentation principles already provide a framework for

analyzing liability.
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The same is true when AI-generated client advice, product descriptions, or healthcare

recommendations turn out to be inaccurate. Those are the contexts regulators and litigators

naturally focus on because the reliance interests are obvious and the commercial consequences

can be significant.

Recent events suggest, however, that the legal issues extend well beyond those familiar settings.

In May 2026, The New York Times reported that a nonfiction book about artificial intelligence and

truth contained numerous fabricated or misattributed quotations apparently introduced during an

AI-assisted drafting and research process. (Benjamin Mullin, Book on Truth in the Age of A.I.

Contains Quotes Made Up by A.I., The New York Times, May 19, 2026.)

Some quotations were entirely fabricated and attributed to real people. Others accurately reflected

a person's general views while inventing the precise language or attributing it to the wrong source

altogether.

The significance of the episode was not simply that the book contained factual errors. It was the

nature of those errors and the types of harm they created. A fabricated quotation attributed to

journalist Kara Swisher prompted her to respond that she "never said that," adding, "I also sound

like I have a stick up my butt, according to ChatGPT." Psychologist Lisa Feldman Barrett similarly

explained that language attributed to her did more than misquote her—it affirmatively misstated

her scholarly views and terminology. As she put it, the quotations "don't appear in the book and

they are also wrong" and were things "I would never say."

That presents a different category of legal problem than the familiar hypothetical involving a

reader relying on false AI-generated information. The issue is not limited to whether the audience

was misled. It also includes whether identifiable individuals were falsely portrayed as expressing

opinions, using language, or endorsing ideas they never adopted.

The publishing example is instructive precisely because it is less obvious than securities filings or

advertising. Companies using AI to draft investor communications already expect legal scrutiny

over inaccurate statements. Organizations relying on AI-assisted drafting for editorial work,

research, or publishing may not immediately appreciate that hallucinated quotations or fabricated

attribution can create claims not only from readers, but also from the individuals falsely quoted.

The legal exposure extends beyond traditional fraud theories into reputational harms, attribution

disputes, and claims that more closely resemble longstanding publishing litigation.

The Times article also highlighted another particularly difficult feature of modern AI hallucinations:

they are often only partially wrong. Some quotations accurately reflected an author's broader ideas

while attributing them to the wrong source.



Others combined authentic language with fabricated phrasing that subtly altered the author's

meaning or emphasis. That type of output is especially difficult to detect because it is plausible

enough to survive ordinary editorial review.

The fact that hallucinations can be difficult to identify does not eliminate legal responsibility.

In securities law, the Supreme Court's decision in Janus Capital Group, Inc. v. First Derivative

Traders established that the "maker" of a statement for Rule 10b-5 purposes is the entity with

ultimate authority over both the statement's content and whether to communicate it. (564 U.S.

135, 142-43 (2011).) Applying that principle to AI-assisted content creation requires courts to

examine an organization's workflow rather than a single author's conduct, but the underlying rule

remains the same. An organization that publishes AI-generated content under its own name,

reviews it—whether thoroughly or superficially—and chooses to distribute it will likely be treated as

the maker of any actionable statements contained in that publication, regardless of which stage of

the process introduced the error.

Outside the securities context, New York's doctrine of negligent misrepresentation, rooted in

Ultramares Corp. v. Touche and developed over nearly a century of subsequent decisions, reaches

false statements made in commercial relationships where the speaker had reason to know the

recipient would rely on them. (255 N.Y. 170, 174 N.E. 441 (1931).)

A company that uses AI to generate product descriptions, client advice, or professional

recommendations, then distributes those materials without adequate review, occupies much the

same legal position as any other commercial actor publishing inaccurate information to a relying

audience.

The publishing example illustrates just how broadly those principles may extend as AI-generated

content becomes more common. Fabricated quotations and synthetic attribution can implicate

defamation, false endorsement, reputational harm, editorial negligence, verification failures, and

related publishing claims. A hallucinated quotation may injure not only the audience reading it, but

also the person falsely associated with it.

The same question arises whenever AI becomes part of a content production process that

ultimately reaches a relying audience: the healthcare provider whose AI generates patient-facing

recommendations; the professional services firm whose AI drafts client advice containing an error

a human reviewer should have identified; the company whose AI-generated marketing materials

contain material inaccuracies; or the publisher whose AI-assisted manuscript attributes fabricated

language to identifiable individuals. Existing legal doctrines already reach each of those scenarios,

even if they were developed long before generative AI existed.



The MNPI Problem

Generative AI creates a different challenge when it processes confidential information.

AI systems can ingest, analyze, and act upon information without any individual knowing exactly

what information the system processed or how it influenced the resulting output. If that

information includes material nonpublic information, whether an organization possesses the

knowledge necessary for insider trading liability becomes a genuinely unsettled question. Rule

10b-5's knowledge and intent requirements were developed for human decision-makers. Their

application to AI-mediated information processing remains largely unexplored.

More broadly, any organization allowing AI systems to process confidential information—client

records, protected health information, proprietary business data, or other sensitive material—faces

a similar issue.

The AI processed the information. It acted on it. No individual necessarily reviewed it or

consciously evaluated its significance. Existing doctrine offers no fully developed answer for that

gap.

Information Controls and the AI Gap

Organizations have spent decades building information control systems around human behavior:

legal holds, privilege reviews, confidentiality agreements, ethical walls, and document retention

policies. Those controls may not operate as intended once AI systems begin aggregating and

processing information across an organization's entire data environment.

The publishing example reveals a related weakness. Editorial review processes traditionally

focused on familiar forms of human error—poor sourcing, inadequate fact-checking, or intentional

fabrication.

Generative AI introduces something different. It can produce fabricated quotations complete with

realistic attribution, plausible wording, and contextual consistency. Nothing about the output

necessarily appears suspicious. In many instances, it looks polished, authoritative, and entirely

authentic.

That distinction matters because many organizations still approach AI review primarily as an

editing exercise rather than a verification exercise. Once AI systems become capable of inventing

sources, quotations, and attribution details that appear facially credible, review protocols designed

for ordinary editorial mistakes may no longer be sufficient.

Disclosure Obligations: Where the Line Is Being Drawn



Regulators are already signaling where AI disclosure obligations begin.

The FTC has made clear that overstating AI capabilities—or understating their limitations—in

consumer-facing communications may constitute an unfair or deceptive practice. (In re FTC v. Rite

Aid Corp., FTC Docket No. 2023190 (Stipulated Order Mar. 8, 2024).)

The SEC has likewise brought enforcement actions and issued guidance emphasizing that

material AI-related risks require disclosure and that misleading statements about AI capabilities in

investor communications may create securities fraud exposure.

The New York Times example also illustrates the limits of disclosure as a defense. The author

acknowledged using AI tools during the writing and editing process. Yet that disclosure did little to

resolve the underlying legal issues once fabricated quotations appeared in the published work.

(Benjamin Mullin, Book on Truth in the Age of A.I. Contains Quotes Made Up by A.I., The New York

Times, May 19, 2026.) The focus quickly shifts from whether AI was used to whether the

organization's review and verification procedures were reasonable given what is already widely

understood about hallucination risks.

For the investor who relied on an AI-generated statement, the customer misled by it, or the

individual falsely quoted, the unsettled nature of AI doctrine offers little comfort to the

organization that deployed the system.

Discovery will almost certainly focus on what the organization knew about its AI system's error

characteristics, what review protocols it maintained, how those protocols were implemented in

practice, and how it described the reliability of the system's outputs. Those facts are likely to

matter far more than abstract debates over whether generative AI presents entirely new legal

questions.

The moment of recognition comes when a regulator requests the underlying documents, a

publisher begins issuing corrections, or a complaint is filed. By then, the time for designing review

protocols has passed. The litigation has already begun.

David J. Partida is a litigator at Wilk Auslander where his practice includes complex commercial

litigation and emerging technology disputes.
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